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Introduction

Modeling data with linear combination of a few elements from
a learned dictionary.

Unsupervised Data-Driven Dictionary Learning.

Restoration Tasks.

Supervised Task-Driven Dictionary Learning.

Classification and Regression Tasks.

Disclaimer: This document is heavily based on the
references in the first page.
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Definitions

Let x ∈ Rm be a signal, we want to represent it in a sparse fashion
as a linear combination of the columns of a learned dictionary D

(
x

)
=

(
d1

∣∣∣∣∣d2

∣∣∣∣∣ · · ·
∣∣∣∣∣d2

)
α[1]
α[2]

...
α[p]

 (1)

x ∈ Rm D ∈ Rm×p α ∈ Rp

3/34



Definitions

Let X = [x1, x2, ..., xn] in Rm×n be the training data set, the goal is
to find the dictionary D in Rm×p that minimizes the empirical cost
function:

gn(D) ,
1

n

n∑
i=1

`u(xi ,D) (2)

where `u is the unsupervised loss function; it’s small when D is
”good” at representing xi sparsely. In [Mairal 2009] the Lasso
formulation is used:

`u(x,D) , min
α∈Rp

1

2
‖x−Dα‖2

2 + λ1‖α‖1 (3)
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Definitions

Both in [Mairal 2009] and [Mairal 2010] it has been minimized
the Expected Cost g(D) instead of the Empirical Cost gn(D)

g(D) , Ex[`u(x,D)] = lim
n→∞

gn(D) a.s. (4)

It is common to constrain the columns of D to have `2-norm
less than or equal to one in order to prevent the values of α
to be arbitraly small. We will call D the convex set of
matrices satisfying this constraint:

D , {D ∈ Rm×p s.t. ∀j ∈ {1, ..., p}, ‖dj‖2 ≤ 1} (5)
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Algorithm

The problem of learning a dictionary can be rewritten as a
joint optimization problem with respect to the dictionary D
and α.

Not jointly convex, but convex with respect to each of the
two variables when the other one is fixed.

min
D∈D,α∈Rk×n

n∑
i=1

(1

2
||xi −Dαi ||22 + λ||αi ||1

)
(6)

α and D are computed using LARS and BCD respectively.

Implementation available in SPAMS (SPArse Modeling
Software).
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Algorithm

Algorithm 1 Online Dictionary Learning
Require: x ∈ Rm ∼ p(x) (random variable and an algorithm to draw i.i.d samples of p), λ ∈ R (regularization

parameter), D0 ∈ Rm×k (initial dictionary), T (number of iterations).

1: A0 ∈ Rk×k ← 0, B0 ∈ Rm×k ← 0 (reset the past information).
2: for t = 1 to T do
3: Draw xt from p(x).
4: Sparse coding: compute using LARS

αt , arg min
α∈Rk

1

2
||xt − Dt−1α||

2
2 + λ||α||1. (7)

5: At ← At−1 + αtα
T
t .

6: Bt ← Bt−1 + xtα
T
t .

7: Compute Dt using Algorithm 2, with Dt−1 as warm restart, so that

Dt , arg min
D∈D

1

t

t∑
i=1

( 1

2
||xi − Dαi ||

2
2 + λ||αi ||1

)
(8)

8: end for
9: return DT (learned dictionary).
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Algorithm

Algorithm 2 Dictionary Update.

Require: D = [d1, . . . , dk ] ∈ Rm×k (input dictionary),

A = [a1, . . . , ak ] ∈ Rk×k

B = [b1, . . . , bk ] ∈ Rm×k

1: repeat
2: for j = 1 to k do
3: Update the j-th column to optimize for (8):

uj ←
1

A[j, j]
(bj − Daj ) + dj ,

dj ←
1

max(||uj ||2, 1)
uj .

(9)

4: end for
5: until convergence
6: return D (updated dictionary).
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Task-driven dictionary learning

Given a dictionary D, obtained with a data-driven approach, and
α∗(x,D) the elastic-net solution with respect to x, the goal is to
predict a variable y from an observation x using the sparse
representation α∗(x,D) as features.

min
W∈W

f (W) +
ν

2
‖W‖2

F (10)

f (W) , Ey,x[`s
(
y,W,α∗(x,D)

)
] (11)

α∗(x,D) , arg min
α∈Rp

1

2
||x−Dα||22 + λ1||α||1 +

λ2

2
||α||22. (12)
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Task-driven dictionary learning

Better results can be achieved when the dictionary is obtained in a
fully supervised setting. We wish to jointly learn both W and D

min
W∈W,D∈D

f (D,W) +
ν

2
‖W‖2

F (13)

f (W,D) , Ey,x[`s
(
y,W,α∗(x,D)

)
], (14)
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Assumptions

(A) The data (y, x) admits a probability density p with a compact
support KY × KX ⊆ Y × X .

(B) When Y is a subset of a finite-dimensional real vector space, p
is continuous and `s is twice continuously differentiable.

(C) When Y is a finite set of labels, for all y in Y, p(y, .) is
continuous and `s(y, .) is twice continuously differentiable.
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Applications

Regression

min
W∈W,D∈D

Ey,x

[1

2
‖y −Wα?(x,D)‖2

2

]
+
ν

2
‖W‖2

F (15)

Binary Classification

min
w∈Rp ,D∈D

Ey ,x

[
log
(
1 + e−yw>α?(x,D)

)]
+
ν

2
‖w‖2

2 (16)
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Differentiability of f

Even though the function α?(x,D) is not differentiable, it is
uniformly Lipschitz continuous, and differentiable almost
everywhere.

The only points where α? is not differentiable are points where the
set of nonzero coefficients of α? change, but they are easy to
characterize thanks to the optimality conditions of the elastic net
formulation.
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Differentiability of f

Lemma (Optimality conditions of the elastic net)

The vector α? is the elastic net solution if and only if for all j in
{1, . . . , p},

d>j (x−Dα?)− λ2α
?[j ] = λ1 sign(α?[j ]) if α?[j ] 6= 0,

|d>j (x−Dα?)− λ2α
?[j ]| ≤ λ1 otherwise.

(17)

Denoting by Λ
M
= {j ∈ {1, . . . , p} s.t. α?[j ] 6= 0} the active set,

we also have

α?
Λ = (D>Λ DΛ + λ2I)−1(D>Λ x− λ1sΛ), (18)

where sΛ in {−1; +1}|Λ| carries the signs of α?
Λ.
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Differentiability of f

Proposition (Differentiability and gradients of f )

Assume λ2 > 0, (A), (B) and (C). Then, the function f defined in
Eq.(11) is differentiable, and{

∇Wf (D,W) = Ey,x[∇W`s(y,W,α?)],

∇Df (D,W) = Ey,x[−Dβ?α?> + (x−Dα?)β?>],
(19)

where α? is short for α?(x,D), and β? is a vector in Rp that
depends on y, x,W,D with

β?ΛC = 0 and β?Λ = (D>Λ DΛ + λ2I)−1∇αΛ
`s(y,W,α?), (20)

where Λ denotes the indices of the nonzero coefficients of α?(x,D).
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Algorithm 3 Stochastic gradient descent algorithm for task-driven
dictionary learning.

Require: p(y, x) (a way to draw i.i.d samples of p), λ1, λ2, ν ∈ R (regularization parameters), D ∈ D (initial
dictionary), W ∈ W (initial parameters), T (number of iterations), t0, ρ (learning rate parameters).

1: for t = 1 to T do
2: Draw (yt , xt ) from p(y, x).
3: Sparse coding: compute α? using a modified LARS [Efron et al. 2004].

α
? ← arg min

α∈Rp

1

2
||xt − Dα||22 + λ1||α||1 +

λ2

2
||α||22.

4: Compute the active set: Λ← {j ∈ {1, . . . , p} : α?[j] 6= 0}.
5: Compute β?: Set β?

ΛC
= 0 and β?Λ = (D>Λ DΛ + λ2I)−1∇αΛ

`s (yt ,W,α?).

6: Choose the learning rate ρt ← min
(
ρ, ρ

t0
t

)
.

7: Update the parameters by a projected gradient step

W ← ΠW
[

W − ρt
(
∇W`s (yt ,W,α?) + νW

)]
,

D← ΠD
[

D− ρt
(
− Dβ

?
α
?> + (xt − Dα

?)β?>
)]
,

where ΠW and ΠD are respectively orthogonal projections on the setsW and D.
8: end for
9: return D (learned dictionary).

16/34



Experiments - Handwritten Digits Classification [Mairal
2010]

Classification of digits from the MNIST (70000 28 × 28
images) and USPS (9298 16 × 16 images) handwritten
datasets.
Lasso preferred to elastic net.

min
D∈D,W∈W

(1− µ)Ey,x[`s
(
y,W,α?(x,D)

)
] + µEx[`u(x,D)] +

ν

2
‖W‖2

F (21)
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Experiments - Inverse Halftoning [Mairal 2010]

Restoring binary images to continuous-tone ones.

Lasso preferred to elastic net.

Results on a binary image publicly available on the Internet. No ground
truth is available for this image from an old computer game, and the
algorithm that has generated this image is unknown. Input image is on
the left. Restored image is on the right.
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Video Enhancing

Enhance a low-quality video by increasing its framerate.

Lots of low-quality video on the web due to the diffusion of
cheap mobile camera phones.

Create new frames from the original video. Each pixel is
obtained from the previous or the following frame with a given
probability.

Remove noise artefacts with the data-driven approach.
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Dictionary Learning

In order to restore a noisy image we extract all its patches
including overlaps, and restore each patch independently so that
we get different estimates for each pixel. These estimates are then
averaged to restore the full image.
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Previous Work

Sparse Learned Representations for Image Restoration, J. Mairal,
M. Elad, G. Sapiro, 2008
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RGB restoration

A dictionary has been learnt for each channel to restore an RGB
image.
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Free parameters

Iterations

λ: regularization parameter

K : size of the dictionary

Window size: size of an extracted patch
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Tuning

Drawing inspiration from [Mairal 2010] we have tested our model
with the following values:

λ1 = (0, 1]

λ2 = 0

K ∈ {50, 100, 250, 500}
window size l × l , l ∈ {4, 6, 8, 10, 12, 14, 16}

We also evaluated the results in terms of PSNR as in [Mairal 2010]
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Dealing with videos

Two different approaches for restoring frames:

Apply the model to each noisy frame. The dictionary is learnt
using only the current frame.

Apply the model to each noisy frame and the adjacent frames.
The dictionary is learnt using also not corrupted frames (3D
patches).
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2D patches vs. 3D patches

2D patches 3D patches
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Patch 2D, Restoring a single frame
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Patch 2D, Restoring 2 frames
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Patch 3D, Restoring a single frame
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Patch 3D, Restoring 2 frames
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Conclusions

The resulting videos are smoother since they have more
frames.

The alternance between original and reconstructed frames
results unpleasant to see.

Better results could be achieved using the task-driven
dictionary learning approach.
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